Hot Hands, Streaks and Problems about Runs

 
In 1897, “Wee” Willie Keeler hit safely in forty-four consecutive major league baseball games.  Almost half a century later, in 1939, he was inducted into the Baseball Hall of Fame and during that time no one was able to match or break that record.  In the more than a century from his record breaking year, until the date I am writing, only one man, Joe DiMaggio, managed to exceed this record when he hit safely in an incredible 56 consecutive games.  

Willie was truly a wee guy by baseball standards, especially compared to the giants of today.  Often reported to be 5’ 7”, he may have more accurately taped in at about 5’ 4” and under 140 pounds.  He not only held the hitting-streak record for nearly half a century, but was a remarkable hitter for his entire career. He had eight consecutive seasons in which he had over 200 hits, and his prodigious ability to bunt the baseball forced the change in the rules that a bunted foul with two strikes was an out.  Willie is also the earliest player I have found recorded to use the hitting advice, “Hit ‘em where they aint.”  He was also the inventor of the infamous “Baltimore Chop”, slamming a pitched ball into the ground in front of home plate so that it would bounce so high that he could reach first safely before an infielder could catch it and throw him out.  It must be said, Wee Willie was an exceptional man, and his hitting record was exceptional too.  But what about the .300 hitter of today who runs off hits in 20 consecutive games, or the teams which win fifteen games in a row in a 162 game schedule, but finish with a .500 record (and even when they do, I love them Tigers.)  Is there something to the idea of a hot hand, a lucky streak, or is it just the chance ordering of random outcomes with a given probability?  

To anyone who plays or coaches sports, the idea that you can assign probabilities to answer these questions is almost insulting, and I will not do that.  The mediocre hitter who hits safely in fifteen or twenty games becomes a changed player.  He approaches each at bat with either a focus or confidence born of recent success, or the terrible fear that he really isn’t this good and that any moment it will all be taken from him.  The statistics can hardly address the mind of the opposing pitcher who believes, or does not believe, in streaks and thus changes the pitches he throws, or their positioning.  All of these possible factors result in making the probability of success at each time at bat unlike previous ones, and thus the traditional foundation of the binomial probability ideas do not apply.  But for the gambler at the casino where red just came up on the roulette wheel for the 38th time in a row, the question of streaks, and the binomial assumptions, are more plausible. Actually I have seen reports that on August 18, 1913, at the famous Monte Carlo casino, black came up 26 times in a row.  Supposedly the house made a fortune against people betting that the long overdue red HAD to show up.  Setting all that aside, the questions, and the math involved are interesting, so lets look at some ideas about the probability of a long run, the lengths of streaks and the number of streaks, and if it doesn’t apply to baseball, who cares!  Baseball is fun without the probability, and probability is fun without the baseball.

The easiest problems are runs of things that have equal probability of happening or not happening; heads on a coin for example. In the chapter on Paradox I spoke of the St. Petersburg Paradox, which is just such a situation.  The amount you win depends on the length of a run of heads.  Suppose you flipped a coin ten times.  What do you think would be the longest run of heads you would get? What is the probability it would be longer than three heads, or four?  I want to answer just that kind of question first. 

Around the beginning of the year 2000,  a question appeared on the AP stats newsgroup that asked, “How do I find the probability that in ten flips of a coin I will get a run of three or more heads or three or more tails.”  In February, Joshua Zucker sent a beautiful solution related to the idea of a Fibonacci sequence.  Later I had opportunity to respond with a somewhat generalized solution for the problem for runs of other lengths.  Here is Joshua’s post and then I will illustrate his answer a different way, and then I hope to expand it to a general way for any run length 

First Joshua’s epiphany:

I'm going to count the number of ways with at least 3 consecutive

heads or tails by counting the complement: how many have strings of

only 1, or of 1 or 2, consecutive.

 

Well, only 1 is easy: HTHTHTHTHT or THTHTHTHTH ... two ways.

In fact everything starting with H has its symmetric buddy starting with

T (just turn all the Hs into Ts and vice-versa), so I'll assume we

start with H from here on out, and just double it at the end.

 

OK, so how many sequences are there with 1 or 2 steps at a time?

Let's start out with length 1 and look for a pattern.  Each time

I look at each of the previous things and see if adding H or T is

legal (doesn't create a string of 3):

 

Length 1: H, 1 way.

Length 2: HH or HT, 2 ways

Length 3: HHT or HTH or HTT, 3 ways

Length 4: HHTH or HHTT or HTHH or HTHT or HTTH, 5 ways.

Length 5: HHTHH or HHTHT or HHTTH or HTHHT or HTHTH or HTHTT or HTTHH or HTTHT,

8 ways.

 

Well, looks Fibonacci to me!  Why?

Let's see if I can explain why there will be 13 such strings of length 6.

 

After some messing around, I finally see an explanation ... mostly by remembering some related problems I've seen before.

 

Here's the trick.

Any string of length 6 either ends with a double letter (HH or TT at the

end) or with alternate letters (HT or TH).

 

I can make all the length 6 strings that end with alternate letters

by sticking the alternate letter onto the end of one of the length 5

strings.  So there are 8 length 6 strings that end with alternate letters.

For example, HHTHH leads to HHTHHT, and HHTHT leads to HHTHTH.

 

I can make all the length 6 strings that end with double letters by

sticking the (alternate) double letter onto one of the length 4 strings.

That is, for example, HHTH can't have a double H added to it, so it

leads to HHTHTT.

 

Combining the two methods indeed gives every possible thing that

starts with HHTH, so I'm convinced that this thing works.

 

Thus the number of length 10 strings is, um,

13, 21, 34, 55, 89 ... 89.

so (2 with strict alternation + 89 with ...

oh wait, the strictly alternating ones are counted here too.

OK, so (89 sequences with no string of 3 in a row) / 1024 ...

oh wait again, I need to multiply by 2 because they could start with

H or with T.

So, fine, it's 89/512.

 

That's the probability I DON'T want, so 1 - 89/512 ... .826, to

three decimal places.  Looks like I caught all my arithmetic and

counting mistakes (or carefully made offsetting ones!).


Trust me, over the years I haven’t seen Joshua make many mistakes.  Ok, so that was how Josh did it, and I found it absolutely great; but I still find teachers and students who look at it and shake their head.  So I found another way to illustrate the problem, and thankfully, got the same answer.  


Let’s imagine we draw a tree diagram with heads going to the left, and tails to the right.  The first few rows look like this:
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We can think of the number of paths doubling after each flip, and each path has a current run length.  After two flips there are four paths, (HH, HT, TH, TT) and their run lengths are 2, 1, 1, and 2.  Each time a new flip occurs, each path branches into two more paths, one for heads and one for tails.  One of these paths must be the same result (heads/tails) as the previous one and so the streak length will increase by one. The other must be the start of a new run, and the run length must decrease back down to one.  We can make a table of the number of runs of each length after each flip, as below:  After a path makes a run length of three we will record it permanently with a 3 to indicate that whatever it’s present state, it was a string with at least three consecutive occurrences of the same outcome. This also keeps us from counting a string twice such as hhhttt.  

	Flips
	Runlen=1
	2
	3

	2
	2
	2
	

	3
	4
	2
	2

	4
	6
	4
	6

	5
	10
	6
	16

	6
	16
	10
	38

	7
	26
	16
	86

	8
	42
	26
	188

	9
	68
	42
	402

	10
	110
	68
	846


To insure this is getting across, let me interpret the row for five flips.  After five flips, there will be ten strings that are on a run length of one.  These are the ones that end in alternate letters, such as hhtth or httht.  There are also six stings that are on a run length of two; and these are the ones that end on a double letter, for example thhtt.   

Notice that this gives us the same Fibonacci-like counting scheme that Joshua noticed, but also counts the actual number of stings that will have made it to three in a row in the third column. Note that the number of strings of length five that have made three in a row includes twice the number that had three in a row after four flips (those that had three in a row and then flipped heads, and those that had three in row and then flipped a tails) added to the number of strings with run length two after four flips.   We know that of the 25 = 32 possible strings, sixteen of the strings have already contained a run of three.  


At the bottom row of the table we see the results after ten flips.  This gives us the probability, .826, that we have a run of three or more, but can we find the probability of exactly three? 


Well, three or more seems to call out two important groups, those with three, and those with more.  If we can find how many had more than three, that is, at least four, then we would know by subtraction how many had exactly three.  But before we go on, we should find out how many had only two, since we already know from Joshua’s message that there can be only two strings with a max run of one.  That means that all the others, 1022 of them, must have a run of two or more.  Since we now know that 846 of these were runs of three or more, we can conclude that 1022-846= 176 of them had a maximum run length of two.  I’m a little amazed that over 17% of the time, the max run is that short.  

Joshua's wonderful answer appears to be only a teaser to a more grand
generalization.  The same arguments could be applied to runs of four

or five or N consecutive H or T.  And the solution appears to be a

simple extension of the fibonacci sequence that he has explained.  I

have convinced myself (which is far easier than a proof) that the

following generalizations are true, and that probably Joshua already

knew all this and omitted it as an exercise for the reader...

 
  To count the number of ways of strings of length K without N

consecutive H or T, you simply add the N-1 previous values.   A table

below shows the sums to 10 for the cases of up to 5 in a row. I have underlined the numbers to be added to get the next number in the row in several places. 

          
 
1    2    3    4    5    6    7    8    
9    10   

N=2          
 2    2    2    2    2    2    2    2   
 2     2    

N=3 (J's case)
2    4    6   10   16   26   42   68  110   178

N=4          
 2    4    8   14   26   48   88  162  298   548

N=5          
 2    4    8   16   30   58  112  216  416   802

N=6           
2    4    8   16   32   62  122  240  472   928


By extending the table above to strings of length ten, we can use the differences in the values in the last column to get the exact number of possible strings of length k in ten flips of a coin. For example, to get the number of possible strings of length four, simply subtract 548-178; the number of strings that can NOT be longer than four less the number that can Not be longer than three .  I duplicated the table above and extended it and found that for ten flips the results were :

	run length
	strings
	Prob

	10
	2
	0.001953

	9
	4
	0.003906

	8
	10
	0.009766

	7
	24
	0.023438

	6
	56
	0.054688

	5
	126
	0.123047

	4
	254
	0.248047

	3
	370
	0.361328

	2
	176
	0.171875

	1
	2
	0.001953
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The most likely outcome is a string of three, and the average max string length is 3.66; but there is still a pretty high chance of a string of more than five. In a room of 100 people flipping ten times, we would expect, on average, that nine of them would get a string of six, or higher, of the same outcome in a row.


So what we happen if the number of flips were doubled?  Would we expect the average string to be longer?  How much longer?  In an old (1994) article in an MAA magazine called Math Horizons I found an article by Mark F. Schilling in which he gives an interesting approach to estimating the longest run (of heads), if the number of flips is very large, let’s say 256 (which is only modestly large, but will serve to illustrate the purpose).  If we want to count streaks of heads (streaks of tails when p(heads) = ½ are equally likely), we know they can only start after a tail occurred.  In 256 flips we would expect this to happen, on average, about 128 times.  Now another tail would follow half these strings, but the other ½ of them, about 64 would be the first in a string of heads.  Now another heads would follow ½ of these, so we would expect about 32 strings of two or more heads.  Another head again would follow half of these, so we would expect about 16 strings of three or more heads.  Continuing we would expect 8 strings of four or more, 4 strings of five or more, 2 strings of six or more, and only a single string of seven or more.  Since heads and tails are equally likely, we would expect the longest string, typically, to be about seven in a row. In general we can write an equation for the expected number of runs of r, or more, consecutive outcomes of heads (or tails) of a fair coin in n flips.  The expected number is n (1-p)pr or (with p= ½ , n (1/2)r+1).  We could also find the expected longest string by solving n (1-p)pr=1, which we did step by step earlier in dividing by two each step.


Well, it sounds logical to me, but can we convince ourselves that it is actually right.  Well, we could take a coin and flip it 256 times and record our longest streak.  Then we could do that again, and again, and again… Hey, where are you going???? We won’t have to really do that.  We live in the computer age, so we can simulate the flips, and see what happens.  A great software program to do this is Winstats, from Richard Parris at Phillips Exeter Academy.  You can download a copy at http://math.exeter.edu/rparris.  It is quick, it is easy, and it is FREE, (hmmm, I do like that price tag).  


When I simulated 256 flips for 1000 trials (yes, it dragged on for seconds, maybe two) I got the following distribution of results:

Length  Frequency cumfreq%

4    
  6
.006

5      
112
.118

6      
248
.366

7    
236
.602

8     
168
.770

9      
102
.872

10   
  58
.930

11   
  41
.971

12     
   11
.982

13
     8
.991

14   
     4
.995

15    
    2
.996

16    
    2
.998

17     
    1
.999

19
     1
1.000

sample mean = 7.407


Ok, the average longest run is near seven, the predicted value found by solving n(1/2)r+1 = 1, but there are 398 of the one-thousand trials that had a larger longest run.  If we picked the one percent value, the point where less than 1% of the runs exceed this value, (99% of the trials have runs less than or equal to this length) we would not get under the 1% boundary until we reached 13.  I tried it again with 10,000 trials, and the 1% boundary was still13.  In a string of 256 flips, then, we would expect that getting over 13 for a run would be very rare, and 6 would be our modal, or most likely maximum run (although 7 happened almost as many times).

[image: image1.emf]
If we tried to extend Schilling’s 2 strings of six or more, and one string of seven or more, we would get ½ string of 8 or more… and 1/64 or .0156 strings of 13 more.  Would it be reasonable to assume that we could apply this as an approximate probability of getting a string of 13 or more?  


If it works, we should be able to predict an expected value for the most likely length of a longest run, but also the length of a run which would rarely be exceeded (about one time in a hundred).  So lets try it out.  What if I do a really big string of heads, like 2048, which is a nice power of two to make calculations easier?  We can take our prediction that the number of runs exceeding n (.5)r  and by setting it equal to one, solve to find a prediction of this value.  This gives a value for the expected longest run of log2(1024) = 10.  And by adding six (=log2(64))   we get 16 as an estimate for the 99th percentile (actually dividing by 64 gives us the 98.4 percentile) 


Ok, now the acid test.  I simulate 10,000 trials of 2048 flips of a coin….. and wait.  The results of the trial are shown at right.  In several re-runs after this one the frequency of strings of length ten and eleven were very close. But what about the potency of 16 as the 98.4 percentile; counting the frequencies of runs of length greater than 16 gives 88+32+22+14+3+3 = 163, which is 1.63% of the ten-thousand trials.  For this trial the cumulative frequency to 16 is .9837, which is incredibly close to our 98.4 model. 

For those paying close attention, you may have noticed that it seems very rare to have a run more than three below our modal estimate. In fact, it seems that we can calculate pretty accurate boundaries for about 99% of our results simply by taking this center estimate and subtracting three for the lower boundary value, and adding six for the upper end.  This seems very accurate for the values of big runs; but will it be accurate for smaller lengths.  It works, of course, for our ten flip model because the interval almost covers the entire spread.  Once more to the simulator to run trials of 100 flips.  We expect the mode to be about log2(50) or 5.64, so our 99% confidence interval would be from 2.34 to 11.64.  There were no trials with a max run length less than 3, and there were 222, or 2.22% above 11.  Thus 97.8% fall into our expected interval.  


To me this seems an amazing relationship, if it is true.  We have NOT done a mathematical proof, nor even attempted one.. but it would seem from the simulations that the spread of run lengths is almost independent of the number of trials.  


We have actually been finding the longest run of heads using Schilling’s formula.  So we might ask what difference it would make if the probability of heads and tails were different. I went back and ran some samples of 1024 flips using probabilities of heads from .1 to .9 and looked at the distribution of runs.  Here is what I found: 

P(heads)=.2
P(heads)=.3
P(heads)=.4
P(heads)=.5
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P(heads=6) 
P(heads=7)
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Ok, so  how do these match up with the formula Prob(longest run>r) = n q (pr)  (where q = 1-p).  If p = .2, q=.8 and solving 1028(.8)(.2r)=1 gives us log1/p(pq) and for p=.2 we get log5(822.4) = 4.17 for the expected average run length.  If we look at the actual results when p=.2, the interval 3-6 accounted for 98.67% of the trials.  


Using the raw data to find rough estimates of 98.5% intervals, we get : ( where P = probability of heads, Ex is the expected value, ie the solution for nqpr=1, and the interval and percentage inside are picked to be close to .985 as possible) 

P=

.2
.3
.4
.5
.6
.7
.8

Ex

4.17
5.46
7.01
9
11.77
16.06  23.87

Interval

3-7
4-8
5-11
6-14
8-19
12-25  17-28

Pct.

98.7
98.3
98.7
98.5
.9866
.9896   .933


I also wanted to look at how bad the interval predicted by using the Ex value and using the “down three, up six” rule of thumb.  Here are the intervals (rounded to integers, that is if the true calculation led to an interval 2.46 – 11.46 I used 2-11) and the actual percentage of the runs that fell in that interval.

P=

.2
.3
.4
.5
.6
.7
.8

Ex

4.17
5.46
7.01
9
11.77
16.06  23.87 Interval

2-10
2-11
4-13
6-15
9-18
13-22  20-29

Pct.

100
99.9
99.8
99.21
96.3
90.47   91.5


It is obvious that as the probability of success increases, the graph tends to develop a longer left tail, and a shorter right tail, and the estimates at very low probabilities and very high probabilities would be increasingly worse, but for probabilities in the area from .3 to .7 it seems that the estimates would produce a rule-of-thumb boundary that is useful.  


But what about when we need a specific answer to the probability and more than a rule of thumb is needed.  In May of 2004, Mike Shelly submitted just such a problem. He asked the probability that a basketball player who shot 85% would have a string of 4 misses in a row in a string of 100 shots.  If we treat the idea of missing as “success” then p= .15 and q=.85, and our goal is to find out the probability that a run of four or more misses would occur in the 100 “flips”.  
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We could simulate again.  Using (.15) as the probability of a miss and 100 shots simulated 1000 times, Winstats gave the data at right.  I also have a Fathom© file for those who prefer which can be downloaded here.  Notice that only about 4.9% of the simulations had a run of four or more misses.  Ok, probably a good answer, but not an exact answer.  Can we find the exact probability that a string of four or more consecutive misses.  The answer, of course, is yes. 

The method involves a matrix method that was developed by A. A. Markov, but to help the novice, perhaps some brief explanatory notes are in order.   We begin by assuming the player is at the free thrown line ready to shoot.  We will call his initial state “zero” indicating that he has not missed any shots in a row yet.  After his first shot he will either stay in state 1“zero”, because he made the shot, or will move to state “one”, having missed one shot.  On each shot he will either move to the next higher state if he misses his shot, or return to zero if he makes it.  We want to know if we ever get to state “four” so if he ever gets there, we brand him forever with the state “four” no matter what happens to the rest of his shots. 

So if the probability of a “miss” is .15, we can make a list of the probabilities that he moves from any state to any other on a shot.  If he is in the zero state, i.e. he made his last shot, then there is a 15% chance of his moving to state 1 (missed one in a row) and a .85% chance that he stays in state zero.  If he is in state 1, the probability he moves to state 2 is also 15%, and the same for any state.  And the probability that he goes to, or stays in, state zero is always .85.  

	We can encode this information in a matrix.  Imagine the matrix as a table where the number in row 2 (across the table) and column 3 (down the table) gives the probability that the person moves from state 2 to state three on the next shot.  In table form, with labels, it might look like this:

↓from \  to→
	0
	1
	2
	3
	4

	State 0
	.85
	.15
	0
	0
	0

	         1
	.85
	0
	.15
	0
	0

	         2
	.85
	0
	0
	.15
	0

	         3
	.85
	0
	0
	0
	.15

	          4
	0
	0
	0
	0
	1
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Notice that once they reach state four, the probability is one that they stay there.   A matrix looks like the 5 by 5 rectangle of probabilities without the labels on the column or row headings as shown at the right.  

[image: image15.png]data

7.
8.
.00
10.
11.
12,
13.
14.
1s.
16.
17.
18.
19.
20.
21.
22.

oo
oo

oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo

freq

2.
171.
1184.
2348,
2365.
1722,
1038.
554
303.
1s0.
88.
3z.
22.
14.
.00
.00

oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo
oo




If we multiply this matrix times itself, we get another matrix that gives us the probability that a person in state A moves to state B in TWO shots.  From the matrix on the right, which is the square of the upper matrix, we can read across the second row (From state one) that after two moves the probability the shooter is back in state zero is .85 (now matter what happens on the first shot, the second try has a .85 chance of going to state zero again).  The probability he is back in state one is .1275 since that can only happen if he makes the first shot (goes to state zero) and misses the second, with probabilities of .85 * .15 = .1275.  The zero in the next column reminds us he cannot possibly move from one miss in a row to two misses in a row in two shots; but he can be at three misses in a row, and that would require a miss on both shots, with probability of .152 = .225. 


Ok Short version, if we want to know what happens after ten shots, or twenty,  or a hundred, we can do it by raising the matrix to the appropriate power.  To raise this matrix to the 100th power is a LOT of computations, but computer software to do it is easily available (and one can be had for free from the same Peanut Software site that has WinPlot).  I just took the two seconds to calculate the 100th power of the matrix shown, and it gave a probability of going from state zero to state four in 100 shots was .04103.  This compares very well with the simulation value of .049 giving us some assurance that we are in the neighborhood of a correct answer.  


Ok, so let’s go all the way back to Wee Willie Keeler and the problem of getting hits in consecutive games.  Ignoring all those psychological and other confounding factors mentioned earlier, let’s approach it as a pure probability problem.  A season is about 160 games (for round measure) and let’s assume that anyone who is about to break the  record is at least a .300 hitter, so they will have a probability of 3/10 of getting a hit in any at-bat in a game.  A typical player gets about four trips to the plate a game, so approaching this as if it was a binomial event, the probability that a .300 hitter will not get any hits in four trips to the plate is .74 (.24, so the probability that he will get at least one hit is .76.

 So now we need to find the probability of different length strings in a series of 160 trials when the probability of success is .76.  A probability matrix to test a string of 40 hits would be a 41x41 matrix, and I don’t want to take on the task of writing such a matrix, much less raisin it to the 160th power; so let’s simulate this problem.  Using WinStat I ran off 1000 seasons (or 1000 players in one season) and had one streak of 37, one of 35, and one of 33. The rest were all 31 or below.  The probability of a string of 44 or more, or the amazing  56 of Joe DiMaggio, seems very, very low.  No wonder these records stand for years.  
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